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A simple hidden Markov model for Bayesian

modeling with time dependent data

SUMMARY

Consider a set of real valued realizations of an observable quantity collected
over time. We propose a simple hidden Markow model for these realizations
in which the the predicted distribution of the next future observation given
the past is easily computed. The hidden or unobservable set of parameters
is assumed to have a Markov structure of a special type. The model is quite
flexible and can be used to incorporate different types of prior information

in straightforward and sensible ways.
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1 Introduction

A hidden Markov model arises in the following manor. A hidden or unobserv-
able sequence of “parameters” (#y,6,,...,) is generated according to some
Markov process. Then conditioned on these values we observe (Y7,Ys,...)
where it is assumed that the Y;’s are independent given the 6;’s and the
distribution of Y; depends on the 6;’s only through 6,.

Recently hidden Markov chains have been used to model dependent obser-
vations in a variety of fields. See for example Elliot et al. (1995). Statistical
inference for such models is more complicated than for the standard statis-
tical models and so there has been less written about them in the statistical
literature. Leroux and Puterman (1992) and Rydén (1994) discuss param-
eter estimation for such models. Formally hidden Markov models are very
similar to state space models. West and Harrison (1997) is a good discussion
of these dynamic models from a Bayesian prospective.

The Kalman filter, is a hidden Markov model of a particularly nice type.
One of its most convenient features is that at each stage it can be computed
recursively. This computational simplicity comes at the cost of a lack flex-
ibility that limits the type of data that can be modeled. The more recent
hidden Markov models are more versatile but require more computing for
their study. Two recent examples of state space models in the statistical
literature which relax the assumptions of the Kalman filter are Carter and
Kohn (1994) and Carlin et al. (1992). These models however require Markov
chain Monte Carlo methods to study. Such models yield useful and powerful

techniques but it would still be interest to find some hidden Markov models



which retain the the ease of computation of the Kalman filter but can be ap-
plied in a variety of situations. Meinhold and Singpurwalla (1983) emphasize
that the Kalman filter can be easily understood as a problem in Bayesian
modeling. The family of models proposed here are given in that spirit. It
is a large class which will allow for the incorporation of prior information in
many different situations. Like the Kalman filter the models will have the
property that they can be updated recursively. At each stage, the condi-
tional distribution of the current parameter given the data will be a mixture
of known probability distributions, where the mixture weights just depend
on the value of the mixture weights for the previous stage. The predictive
distribution for the observation for the next observation has a similar simple
form.

In section 2 the model is formally developed. In section 3 we show how the
model can be updated recursively at each stage. In section 4 we show how the
modeling can be done in practice for assorted types of prior information. In
section 5 we consider several examples. In section 6 we give some concluding

remarks.

2 The Model

Let Y; = (Y1,...,Y};) be the vector of observable real valued random variables
for the successive times 1,...,¢ where £ > 1 is some fixed positive integer.
Let (0y,...,60;) be the corresponding vector of parameters or the unknown

and unobservable successive states of nature. Each 6, is assumed to belong

to © some interval of real numbers. We now give the underlying assumptions



for our model of the observables and the parameters.

We begin with our assumptions about the parameters. Let r > 1 be a
fixed positive integer and my,..., 7, be a fixed collection of r known prob-
ability density functions on ©. Let w = (wy,...,w,) be a vector of r non-
negative weights which sum to one. For s = 2,...,t let W} ..., W} be
nonnegative functions define on © such that for each s and each 6 € O,

i Wi(0#) = 1. In what follows p(-|-) will denote a generic conditional
probability density function. We now define the joint distribution of the

parameters. The marginal density of 6 is

Z wym;(6)) 0

while for s = 2,...,t the conditional density of #, given #,,...,0, 1 is
p(93|91,... 95 1)—p9|931 ZW 5177']9) (2)

We next give our assumptions about the observables. For a fixed value
of 0 let f(-]0) be a known probability function or density function for a real
valued random variable. This denotes the conditional distribution of a typical
observable given a value of #. We assume that given #; the distribution of Y}
is given by f(-|61), while for s = 2,...,t the conditional density of Y given

917"'798—17y17"'7ys—1 1S

p(ys|917 BRI 95717 Yiyo - 7yt71) = p(ys|95) = f(ys|95) (3)

In the following Y, will denote the observables (Y7,...,Y;)andy, = (y1,-.-,¥s)

an actual realization of this random vector.



Note that these assumptions are quite similar to those underlying the
Kalman filter. We have a sequence of unobservable parameters whose dis-
tribution at each stage depends only on the value of the parameter at the
previous stage. The distribution of the observable at each stage depends only
on the value of the parameter at that stage. On the other hand we are not
restricted to assuming that our distributions are normal, as is the case with
the Kalman filter. At first glance, the form of p(6|6;_1), a mixture of the
m;’s with weights W7 (0, 1)’s may seem surprising. However we shall see that
the flexibility inherent in this structure allows us to model many different
situations, without losing the recursive property of the Kalman filter. This
will be considered in more detail in section 4. Now we will consider a simple
example that should help to clarify the role of the W}’s and the ;’s.

Consider a process which is producing large batches of some organism
over time. As each batch is produced we take a small random sample, say
of size n, from the batch and observe the number of “defectives”. If Y
denotes the number of defectives in the sample from batch s and 6, the true
number of defectives in the batch then we may assume that the conditional
distribution of Y; given 6 is Binomial(n, f;). This much is very standard.
Next we consider modeling the behavior of the 6,’s.

Suppose as the growing process begins it is assumed to be in control.
When it is in control about 20% of the organisms produced are defective. As
long as the process remains in control the #,’s remain in the neighborhood of
.20, although they can vary slightly from batch to batch. However it is pos-
sible that that the process can go out of control by producing batches where

the probability of a defective is significantly larger than .2. Suppose that the



process should be stopped once the percentage of defectives increases above
30%. Here is one possible model for the 6,’s. Let m; be a Beta(ay, 31) prob-
ability density function and 7, be a Beta(as, 32) density function. Assume
the mean of 7, is .20 and the mean of 7y is somewhere to the right of .30.
We will let the initial weights (wq,ws) = (.95,.05) and let Wi, = W} and
Wy = W5 for all s, i.e. the weight functions used to define p(f;|¢;—1) will not
depend on s. It remains to define W;(6) = 1 — W,(#). One possible choice is
to take Wi(0) =1 — 60/) where A > 1 is some fixed real number. The size of
A reflects how likely the process is to jump out of control. As X increases it
becomes more probable that the process remains in control. Note that the
probability of remaining in control from batch to batch also depends on the
variances of the ;’s.

Although it is somewhat naive, the above model for the 6,’s does seem
to catch the most important parts of the scenario. It has the advantage
of using the available prior information in straight forward ways to define
a complicated joint prior distribution. As we shall see, it is easy to find
p(Os|y1,-..,ys). So at any stage one can compute the posterior probability
that 0, exceeds .30, given the observed number of defectives of all stages
up to the present. Because of the recursive nature of the computations this
can essentially be done in real time. The model assumes that with high
probability the next value of # will be close to the present value. It does
not make any explicit prediction about when a jump in the percentage of
defectives per batch will occur. But if such a jump does occur it will recognize
it immediately, with high probability.

In section 4 we will consider several examples and show how the model
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can be adapted to different kinds of prior information. In particular, we will
give models that can be used when it is know that the values of underlying
parameters can change dramatically, in contrast to the assumed steady state
model described above. It will also be seen that the results are fairly robust
against the choice of the 7;’s and the W?’s. In the next section we will show

how the necessary updating can be done recursively at each step.

3 The Updating Step

In this section we will show how the model can be updated recursively at
each step. This means that it has much of the computational convenience
that is also present in the Kalman filter.

We will assume that the model, as described in the previous section, is
in place. We will need some more notation. If the distribution of Y given 6
is given by f(-|¢) and the distribution of # is given by 7;, we let p;(f]y) be
the conditional density of # given ¥ = y and p;(y) be the marginal density
of Y. In other words, this is just the conditional and marginal density when
a stage is considered by itself with only 7; as the prior.

We will see in what follows that at stage ¢t — 1 the posterior distribution

of 0,1 given Y, 1 =y, 1 = (y1,-..,y:—1) can be represented as
r
PO 1ly, 1) = Z w’f§71pj(9j71|yt71) (4)
=1

Here the wtz-_l’s are non-negative weights which sum to one. They depend
on the corresponding wtz-’Z’s and y;_y. We will now show the explicit rela-

tionship by demonstrating how the wtﬁ-’l’s and y; can be used to obtain the
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wtﬁ-’s. Before doing that we want to make one observation about equation 4.

Note that equation 4 is very similar to equation 2. In both the density for

6,—1 is a mixture of densities. However in the later 7;(-) has been replaced

by p;(-|yi—1) and the prior weights by their data updated versions.
We begin by finding an expression for the joint density of §, and Y;.

p(9t7Yt) = /p(ytfl)p(gt—l|Yt71)p(9t|9t—17ytfl)p(ytwt—lagtathl)dl/(gt—l)

= Py ) Fl0) [ pOl0)p O]y, ) dvOr1)

= o) F ) S BB )y} (6)

7j=1
From this it follows that
p(y)) = pyi—1) D E{W;(01)lyii}pi(ve)
7j=1
and so we have that

5':1 E{Wf(atfl) |Yt—1}pj(yt)pj(9t|yt)

p(Ocly;) = ;
( t| t) j=1 E{W}(gt—l)b’t—l}pg’(yt)
If we let
it — BV Oy, 1}pi(y)
! i—1 E{I/Vit(atflﬂytfl}pi(yt)
E{WH(0: 1)1y }ri(ye)
P(Welyi-1)

then equation 5 is of the form of equation 4 ,that is,

p(Oly,) = > wtip;(0;ly)
j=1

These equations make the updating process perfectly clear. If the w

(7)

t—1»
tj S

are the weights at stage ¢ — 1, then the updated weights, the wtﬁ-’s, which
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are used after we observe Y; = y;, are found as follows. For each 7 we find
E{W!(0,_1)|y, |} This is straightforward using the wt!~"’s and equation 4.
Recall from equation 2 that W/ (6;,_1) is just the weight assigned to prior ;
in the mixture which generates 6, given 6, ;. Hence this expected value is
just our best guess for this weight given y, ;. We next compute the marginal
probability of y; under the assumption that #; was just generated from the
prior m; and conditional on this value of 6, y, was generated from f(-|6;).
(We call this model the single prior model.) We then form the product of
this expectation and marginal probability, for each j, and normalize these r
products to sum to one, to get our new weights in p(6;|y,). In this mixture,
for each j, the corresponding new weight is applied to the single prior model
for prior 7;.

In summary, p(6;|y,) is just a mixture of the posteriors from all the single
prior models, which are computed using y;. The weights in the mixture are
just the updated weights which depend only on the weights from the previous
stage, the W]t and y;. It is easy to see from the previous equations that the
density of the predictive distribution of Y;;; given y, is given by

r
pluily) = X2 BV (0 i (o) ®)

j=
In principle, this can be easily computed from p(6;|y,). It is also a mixture,
in this case a mixture of the marginals of the future observation under all the
single prior models. Hence if the model, i.e. f(-|-), the m;’s, and the W}’s, is
such that all the single prior model computations can be done conveniently,
then at each stage p(6;|y,) and p(y;41|y;) can also be found easily. It is

exactly these quantities that are usually of most interest at each stage of the
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experiment.

In what follows we will assume that f(-]-) belongs to the one parameter
exponential family. In addition we will assume that the m;’s belong to the
appropriate family of conjugate priors. This means that all the necessary
calculations can easily be implemented using a standard statistical package.
Despite their computational simplicity we will see in the next section that
these models are still flexible enough to realistically model quite different

types of prior information.

4 Selecting a Model

When determining a model one must select f(:|-), the 7;’s, and the W}’s.
Since f(+|-) represents the conditional distribution of an observable given a
parameter, it is most convenient to follow standard statistical practice and
select one of the usual distributions. In the same spirit the 7;’s will be
selected from the usual conjugate families so that the computations within
all the single family models will be straight forward. It remains to select
the W?’s. As we shall see the choice of these W?’s and the assumed Markov
structure of the parameters, given in equation 2, allow for the representation
of a wide variety of types of prior information.

For definiteness suppose that given 6, f(-|#) is a normal density with
mean 6 and variance o?. Let r > 2 be fixed and let 7; be a normal density

2. where pu; < -+ < p,. In the discussion

with mean p; and variance 7
that follows we assume that the p;’s are equally spaced, although this is

technically unnecessary. Let the cut points be a vector of real numbers of
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length 7 — 1 whose coordinates are strictly increasing. We denote this vector
by u = (uq,...,u,_1). Let ug = —oo and u, = co. Now given a vector of cut
points u and h € [0, 1] we can define a family of weight functions W;(6) as

follows,
o~ | i o0 ) o
h+(1—nh)/r for6 e (uj_i,u;)

Suppose in the definition of p(f;|0, 1) for some integer s, W7 is taken to
be the W; defined above for some vector of cut points u and h € [0,1]. Note
that if h = 0 the W;’s are all a constant function of  and are all identically
equal to 1/r. In this case the model for the parameters assumes that they
are just a random sample from the distribution which is the equal weight
mixture of the 7;’s. If h = 1 then W, is one on the interval (u;_;,u;) and
zero else where. In this case 6, is generated from a single prior, the one that
is associated with the cut point interval defined by u which contained 6,_;.
Hence by letting h vary and selecting the vector of cut points judiciously we
can model a variety of structures for the parameters. We will next consider
two different scenarios. In each case we will assume the normal distributions
discussed above, but this is only for convenience.

First, suppose we know that the parameters belong to some known inter-
val, say (a,b) and with high probability will change little from stage to stage.
A big change is possible, although not likely, and the direction and time of
such a change is unknown. However if such a change does occur, succeeding
values of the parameter will tend to be nearly constant until another large
change. Here we are assuming that our process will only change significantly

when a random shock affects the system. We are not attempting to model
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the random shocks but want a structure that allows us to check after the fact
that a large shock has occurred. We first select the r equal spaced means, the
;’s, for the m;’s. We will take p; close to @ and p, close to b. We will also

2. As will shall see, for most

choose an appropriate value of the variance 7
purposes our inferences are quite robust against these choices. We will take
the vector of cut points to be the midpoints of the p;’s. For each s we take
W7 to be the W defined in equation 9 with & = 1. Under such a model there
is high probability that successive parameter values will be close together.
The actual size of this probability and how close they tend to be will depend
on the actual choices of the p;’s and 72. This model will never predict a
large jump, but once such a jump has occurred and we have observed the
corresponding y value it will give a high posterior probability to the event
that such a jump did indeed occur. It will also predict succeeding observa-
tions well until another big change occurs. This model is similar in spirit to
the beta-binomial model discussed in section 2. These type of models are
easily defined for all the standard families of distributions belonging to the
exponential family, along with their conjugate family of priors. They would
be appropriate when one is monitoring a process which is, for the most part,
in a nearly steady state over time and there is little prior information about
how the system could change.

In our second scenario we consider a situation where it is known that the
parameters tend to grow with time and we have some idea about the average
or expected change from stage to stage. As in the first example we will
assume the parameters are known to belong to the interval (a,b). The p;’s

will be selected in the same way and we let A be close to one. In the previous
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example, we saw that if we took the cut points to be the midpoints of the y;’s
then the 7; with the largest weight at stage s is going to be the one whose
mean is closest to the value of y,_;. Now if the cut points, given by u, were
moved far enough to the left, i.e. decreased by a sufficient amount, and the
W3’s are the W;’s defined in equation 9 using u then the intervals which get
the most probability are not those close to #;,_; but those that are farther to
the right. For such a choice the model predicts that #; will tend to be larger
than #; ;. How much larger depends on the values of the model parameters.
Because of the form of p(y;11]y,) given in equation 8 the predicted value of
Y, given y,_, will be larger that y,_;. As we shall see it is the proper choice
of the cut points, at each stage, which will allow us to model a variety of
phenomena. Note that if the parameters tend to grow smaller over time we
would need to shift the cut points to the right to account for the decrease.
Cyclic behavior of the parameters could be handled as well, if the periods of
up swing and down turn are known. Although this is not the case in general,
there are instances where this type of prior information is available. In the
next section we will consider three examples where these different types of

prior information are known.

5 Three Examples

5.1 Percentage of Defectives

For the first example we consider again the one discussed in section 2. Recall

that we assumed there is a process producing organisms which begins in
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control, i.e. only 20% of the organism produced are defective. At each
stage we are interested in the posterior probability that the percentage of
defectives exceeds 30%. We let r = 2 and select just two 7;’s. The first is
Beta(6.2,18.8) and the second is Beta(24.8,28.2). Their means are .2 and .4
respectively and their common variance is .005. The probabilities assigned
to the interval (0,.3) are .74 and .01. The initial weight assigned to the first
was .95 and to the second was .05. These choices are consistent with the
underlying scenario. At each stage we take as the two weight functions, the
W;’s defined in equation 9 with cut point .3. As described in the first scenario
of the last section this choice is appropriate when the 6,’s are believe to more
or less constant over time.

To study the performance of this model in detecting the process moving
out of control, we considered two different situations. Each had 12 stages and
in each case, at stage s, we observed Y; a Binomial(20,6;) random variable.
In the first case the first four 6;’s equaled .2, the next four equaled .3 and
the last four equaled .4. In the second case the #,’s were a sequence of
length 12 beginning at .2 and ending at .4. For each case we observed the
sequence Y7, ..., Y5 500 times and for each stage computed the posterior
probability that 6 exceeds .3 and then took the average. The results for the
odd numbered stages for the two cases are given in Table 1. It is important to
note that this calculation is straight forward and is of the type that is often
of interest in practice. Moreover, it can be found at each stage and does not
need a set of preliminary data before it can be used. Hence it can used for
small data sets. The specific values of the answers does indeed depend on the

choice of the m;’s and W;’s. However, additional calculations demonstrated
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that the answers are reasonably robust against model specification.

‘Put table 1 about here‘

5.2 Growth Data for Mice

For the next example we will consider a data set analyzed in Rao (1987)
using growth curve models. The data are the weights of 13 mice taken at
seven time points (Table 2). Rao was interested in the problem of predicting
the weight on the seventh or last period given all the previous weights. A
naive predictor would be to fit a straight line to the fifth and sixth period
measurements and extrapolate to predict the seventh period. For these data
the sum of the squared errors for this method is 0.055. Rao tried a variety
of different methods and the best fit he found had a sum of squared errors of
0.031 (Table 7 of Rao (1987)). Because of the nature of the data, the earlier
periods seem to carry little information about the later periods and so the
linear extrapolation method seems to work reasonably well. For this reason
will consider the problem of using periods 5 and 6 to to predict the weight
for the last period.

For such an experiment the statistician will have prior information about
a typical growth curve for a typical mouse. The average differences in the
weight of the 13 mice for the six successive periods are 0.175, 0.165, 0.135,
0.119, 0.058 and 0.088. That is, the mice are gaining less weight on the
average over each successive three day period, until the last period when the
average gain increases by 0.03. Suppose that one knew a priori that the gain

from period 6 to 7 was in fact on the average 0.03 more then the gain from
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the previous period. Then another possible predictor at period 7 is just the
weight of a mouse at period 6 plus the amount gained from period 5 to 6
plus 0.03. For this predictor the sum of the squared errors for the 13 mice
is 0.044. In what follows we will assume that the statistician knows that the
average gain from period 6 to 7 is larger than the weight gain from period
5 to 6 and has a reasonable prior guess for the difference between the two
average gains.

Let 6, ; denote the parameter for mouse ¢ at period s. Y, will denote the
random variable which is the weight of mouse ¢ at period s. The values of the
Y;.i’s are what is recorded in Table 2. We can think of 6, ; as the idealized true
weight of mouse ¢ at period s and Y} ; as representing the variability about
this true weight. In the previous example the parameter at each period was
the the percentage of defective organisms in the batch under consideration.
It seems reasonable to assume that in some instances this parameter could
be of real interest. In this example however the real interest seems to lie
with the observables, i.e. the y,;’s. The existence of the 6;;’s seem more
problematical. They are useful however in modeling the observables and
for this reason we find it helpful to consider them, even though some might
question their existence. We will discuss this issue further in the next section.
In any case we will consider the problem of using the values from periods 5
and 6 to predict the values of period 7. Since we are ignoring the first four
periods we will denote these last three columns as columns 1, 2 and 3. Hence
we will be using y;; and y»,; to predict the value of Y3; fori =1,...,13.

We begin by selecting a model. We will use the normal-normal model

described in the previous section. That is, we assume that the distribution
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of Y,; given 0, ; is normal with mean 6, and variance 0%2=.001. Let p be
the vector of length 8 given by u=(.6,.7,...,1.2,1.3). We will select the r = 8
distributions 7 such that 7; is a normal density with mean p; and variance
72 = .01. We also need to select values for w the initial weight vector. We
chose w = (0,.1,.8,.1,0,0,0,0) which gives a prior expectation of the set of
01,’s equal to 0.8 which is consistent with the data since the average weight
for this period is 0.805. As we shall see these choices of p, 02, 72 and w just
don’t matter much when we are calculating our predictors of the weights of
the mice at the last period. The most important fact about these choices is
that the range of p covers the appropriate values and the difference between
its successive values are roughly of the same order of magnitude as the average
change in weight from stage to stage, that is the p;’s are consistent with the
scale of the problem.

It remains to select the W}’s and W}’s. Both will be of the form given
in equation 9. In both cases we will take h = .8, again this particular choice
has little affect on the calculations that follow and any other choice in this
neighborhood would perform similarly. The key choice is the selection of the
cut points for each stage. Let p_; be the vector which consists of the first
seven coordinates of . In each case the cut points will be of the form u =
@1 — v where 7 is a real number. If we take v = —0.05 then the cut points
just become the midpoints between the successive y;’s and as we saw in the
discussion following equation 9 this would be correct if we believed that for
mouse 7 the 6,;’s, for s = 1,2 and 3 were in a steady state. Since we know
that for each mouse the 6, ;’s are increasing we need to increase the value of

v. In fact, since the average difference between stage 1 and 2 is 0.058, v,
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should satisfy the relationship —0.05+.058 = 7, and so we take 7, = .01. In
the same way, since the average difference between stage 2 and 3 is 0.088, 7
should satisfy the relationship —0.05+0.088 = -, and so we take 7, = .04. In
our model 7, —y; = 0.088 — 0.058 represents how much larger we expect the
weight gain to be on average from stage 2 to 3 than it was from stage 1 to 2.
Since this agrees exactly with the observed data we would expect this model
to do well. In practice we would not expect to have such good information
but it will be a useful test case and we will call it the bench mark model.

We have now defined a probability model for the weight of the 13 mice
over the last three periods. The model treats each mouse separately and our
prediction for a given mouse depends just on the model and the two previous
observations for the given mouse. As we have noted this predicted value is
easy to calculate through the updating procedure. For the above bench mark
model we computed the prediction of the weight of each mouse at the last
stage and found that the sum of the squared errors, say SSE, to be 0.022, a
significant reduction over Rao’s best fit which yielded an SSE = 0.031.

To justify our claim that the above result is reasonably robust against
the choice of our model parameters we present some additional calculations
where we change some of the values of the parameters in the bench mark
model. We made two other choices of w which made the prior expectation
of the 0, ;’s 0.75 and 0.84 respectively. In both cases the SSE was 0.022. The
values of w just don’t matter very much after the first stage because of the
Markov nature of the model. Next we took h = .95 and h = .7, the resulting
values of the SSE were 0.026 and 0.025. Clearly the results are more sensitive

to the choice of h and it is a mistake to take h to small. We next let 02 = .01
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and 72 = .1 and h = .95 and found SSE = 0.024. Two other models, both
with h = .8 where used. In the first we let 02 = .001 and 72 = .0025 and in
the second 02 = .00025 and 72 = .0025, the resulting SSE’s were 0.026 and

0.024. In the usual modeling situation o2

would represent the error in the
scale used to measure the mice. The same is true here and in practice the
choice of 02 should reflect this. On the other hand, 72 is seemingly related to
the amount of variation in a typical mouse’s weight from stage to stage. This
latter relationship is not completely straightforward, because in most cases
these changes from stage to stage depend more strongly on the W;’s. If 72 is
chosen to be too large then the influence of the individual 7;’s are minimized
because then become to similar. But if it is chosen too small then certain
intervals on the line will not be given much probability and the parameter
space for the 0’s will have “holes” in it. Hence if we avoid these two extremes
the results of point prediction are fairly robust over a wide range of choices
of 0% and 72. Next we shifted p to the right by 0.03 and to the left by 0.03.
The resulting SSE’s were 0.023 and 0.021. This demonstrates the the choice
of the yi;’s are not very important as long as they cover the range of possible
values.

The parameters which most strongly affect the analysis are v, and 7,
which define the cut points for the two stages. We computed the SSE for
12 variations of the bench mark model for different choices of the +’s. The
results are given in Table 3. Note that the choice of 7, is not very important.
This is because of the Markov nature of our model and the fact that we are
just considering the error in our predictions of the last stage. On the other

hand SSE is sensitive to the value of 7. This is not surprising since it is
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impossible to predict the future unless one is willing to make assumptions
about how the future is related to the past. In this model this is exactly the

role that v, plays when we are predicting the last day.

‘Put table 3 about here‘

Up until now we have been choosing all the parameters in our model
on the basis of assumed prior information. A more traditional Bayesian ap-
proach would be to consider some of the parameters to be unknown and then
specify a prior distribution for them. For example after we have observed
stages 5 and 6 the likelihood function of the data will include v, but unfor-
tunately not . If put a prior distribution over -, then we could find its
posterior distribution given all the observations from stages 5 and 6. Under
this scenario the predictive distributions of the weights of the mice at stage
7 are no longer independent. However because of the form our model they
are conditionally independent given the value of ;. If we assume some nice
relationship between v, and 7 then the predictive distribution of each mouse
is just a mixture of the individual predictive distributions when ~; is known.
One reasonable assumption, that could be sensible in practice, is to assume
that the difference v, —~; is known. This is a slightly weaker assumption than
assuming the cut points are known for both stages. Basically, one needs to
have some idea how the average weight gain from stage 6 to stage 7 compares
to the gain from stage 5 to stage 6. Recall in our bench mark model we took
~v1 = .01 and the difference v5 — vy = .03 because that was indicated by the
data. In Table 4 we give the results for three different possible sets of values

for 7, and three different choices for the difference. In every case we put
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the uniform prior of (1/3,1/3,1/3) on the three possible values of v,. Notice,
that the first set is centered at .01, the “correct” value, while the second is
shifted to the right and the third to the left. The three assumed values for
the difference v, — v, are 0.01, 0.03 and 0.05. Again we have the “correct”
value and an under estimate and an over estimate. Remember because of
the scale of the problem these are fairly significant under and over estimates.
It is not unreasonable to expect that in situations such as this one where
much prior information is available one’s prior guess should be quite close
to the truth. It is interesting to note that in every case but one we have a
smaller SSE than Rao’s 0.031. This seems to suggest that the flexibility of
this model allows one to incorporate prior information into a problem in a
straightforward way that is more difficult in other setups.

Robert et al. (1993) considered a full Bayesian analysis for a hidden
Markov model. Since the computational problems for such an approach
are difficult they proposed an approximate method which relied on Markov
chain Monte Carlo methods to study the model. Robert (1994) gives some

additional discussion of a Bayesian approach to such problems.

‘Put table 4 about here‘

5.3 Monthly Housing Starts

A data set available in S, see Becker, Chambers and Wilk (1988), is the
US monthly housing starts form January 1966 to December 1974. The first
four years of these data are presented in Figure 1 along with the values of

two predictors that will be discussed in the following. A brief perusal of the

22



data shows what is well known a priori. That is December, January and
February are the months with the fewest housing starts and housing starts
are roughly constant over these months. Then the next two months show
dramatic increases in the number of housing starts. This is followed by six
months of relatively stable or slightly decreasing numbers of housing starts.
Finally the the number of housing starts falls off more sharply from October
to November and November to December. We will now show how this prior
information can be adapted to the model proposed in this note in a straight
forward and essential object manner.

For definiteness supposed we have in hand the data for the year 1966
and want to make a prediction for January 1967. In addition we wish to
have throughout the year a new prediction for the next month once the
data for the current month is available. We will use the normal-normal
model that was also used for the mice data. We begin by letting r, the
number of 7;’s be 9. We let u=(50, 65, ...,155,170). This choice covers the
range of possible values, seems to have approximately the correct scale and
as before the particular values are not very important. We let the initial
weight vector put weights .1, .8 and .1 on the first three coordinates of p
and zeros elsewhere. One possible sensible choice of 72 is to let it be 81.
This is consistent with the scale of our choice of p. Our choice of o2 should
possibly reflect the variability of the observables, conditioned on the values
of the parameters. How this should be related to 72 is not completely clear.
Fortunately, as is the case with some of the other parameters in the model,
when we are interested in point predictors, the actual choice does not matter

much. We will begin by taking o2 = 81. The same is true for the value of h,
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used to define the weighting functions, as in the last example we let h = .8.
It remains to select the cut points, one set for each month of the year.

As we saw in the previous example, for the sensitivity of our predictions,
these are the most important parameters. There are eight months, January,
February and May through October, where we believe that the housing starts
for this month should be quite similar to those of the previous month. For
such a steady state situation we take the cut points u to be just the midpoints
between the successive members of p. Using our previous notation, this is
the vector p_1 +7.5. The cut points for the change from February to March
in 1967 should reflect our beliefs about how much larger the March value will
be than the February value. One naive estimate of this difference, which we
have in hand, is just the difference between the March and February values
from the previous year, 1966. This value is 43.4. Hence the cut points for the
change from February to March should just be the cut points for January to
February shifted to the left by the amount 43.4, i.e. pu_y + 7.5 —43.4. The
cut points for the change from March to April could be handled in exactly
the same way. However we will make a modification which we will allow us
to take into account possible differences from year to year. We will take as
our estimate of the change from March to April for the current year to be
the average of the change from March to April for the past year with the
change from February to March of this year. For the year 1967 this becomes
po1 + 7.5 —(21.4 + 29.7)/2. The cut points for the last two months are
handled similarly except the shift must be to the right since we know that
housing starts are decreasing. For example in 1967 the cut points for the

change from October to November would be p_; + 7.5+ 4 and for November
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to December would be p_y + 7.5 + (12.8 4 16.8) /2.

We wish to emphasize that the selection of the cut points described above
is essentially objective and makes use of the kinds of prior information that
has been traditional used when modeling time series. Moreover the above
approach could be used for a group of successive years where at the end of
each year the last set of updated weights could be taken as the prior weights
for the next year. For the housing start data, using the choice of cut points
and other model parameters described above, we found the predictions for
each month in 1967, 1968 and 1969. The average squared error of the 36
predictions, say ASE, was 100.9. To show why the actual choices of o2 and
72 don’t matter much when making point predictions we report a few other
results. Keeping 72 = 81 we let 02 = 40, 160 and 800 and found the ASE’s to
be 104.7, 102.2 and 122.5. Three other cases considered were 02 = 72 = 200,
0% = 200 and 72 = 400, and 02 = 400 and 72 = 200. The resulting ASE’s
were 101.5, 103.6 and 106.8. Other calculations show that the choices of the
initial weight vector don’t matter and h can range between .8 and .9 without
much affect on ASE. Two naive predictors would be to predict this month
by last month or by the same month of the previous year. The ASE’s for
these two methods are 341.8 and 540.9.

To compare our results to a more sophisticated analysis we used the
general seasonal multiplicative ARIMA process to fit the data. Following
the definition on page 313 of Brockwell and Davis (1987) we considered the
SARIMA(p,d, q) x (P,D,Q)s Process withp=P=1,s=12andd =D =
g = @ = 0. We fit this model to the first four years of the data. Since this

is not many observations for this type of analysis we fit it again to all the
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data from the eight years. We did this using an ARIMA package in S-Plus,
see Statistical Sciences Inc. (1991). Since this model uses y;_1,y;_12 and
y;—13 to predict Y; we have only 35 possible one step ahead test predictions,
February 1967 through December 1969. For the estimated model from the
two data sets the ASE’s were 294.6, when just the first four years were used,
and 184.4, when all eight years were used. Even though the diagnostics for
this two procedures seemed reasonable, we also repeated the process when
p = 2, keeping the other parameters unchanged. The results gave a minuscule
reduction in the ASE’s. In Figure 1 we have plotted the the data for 1966
through 1969 and the one step ahead predictions for our model with o2 =
72 = 81 and from the SARIMA model which was fitted to all eight years
of data, with p=1. It is clear from the plots that our method gives better
predictions.

So far we have just concentrated on point predictions for this example. In
such situations one is often interested in an estimate of variance for the pre-
dictor. Under our model this is easy to find, however this variance depends
on the values of 02 and 72 and increase as they increase. There is no correct,
objective solution for the problem of selecting these values. A sensible solu-
tion depends on your prior information and getting the scale approximately
correct. That is why we used 02 = 72 = 81 for the calculations presented
here. The average value of the standard deviations for the 36 predictions was
25.3. If we used 02 = 72 = 49 and keep the rest of the parameters unchanged,
we find an ASE of 104.0 and an average value of the standard deviations of
the predictions of 23.6. So again we see for this model, that although an

answer does depend of the values of the parameters, it is reasonable robust
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and not overly sensitive to the actual choices.

Because of the beauty and simplicity of the Kalman filter there have been
many attempts to generalized it. West et al. (1985) is such a generalization
for Bayesian modeling and forecasting in dynamic state space models. How-
ever the updating process is more complicated then what is needed here.
As we have seen both the modeling and analysis for these data is relatively

straightforward.

6 Conclusions

We have presented a hidden Markov model for dependent data being observed
over time. Given the many papers on probability models in the statistical
literature it is perhaps surprising that the role of such models in statisti-
cal inference is an issue of some controversy. For a recent discussion see
Freedman (1996) and the related discussion. Freedman notes that proposers
of regression models suggest that they could be useful “for (i) description,
(ii) prediction and (ii) inferring causation from association”. He accepts the
first, allows how the second could be true in certain situations and argues
strongly against the third especially in models with lots of parameters that
are difficult to interpert. Our models are certainly similar in that they have
many parameters some of which may be difficult to interpret.

In the previous section we considered three different examples. In the
first we argued that it made sense to us to assume that the hidden Markov
parameters actually existed. For the other two examples this is not the case

and we agree with Freedman’s argument that our models do not demonstrate
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how 6, is “caused” by 6;_;. In fact we do not claim that this is even so in the
first example where we assumed the 6;’s actually exist. We are not proposing
these models because we believe that they do indeed “explain” or model how
the data is actually generated. For us the unobserved “parameters” are an
assumed mathematical convenience which in some instances have a sensible
interpretation. For a given set of data we hope to find a model which is a
helpful description or summary of the data and in some cases a good predictor
of future observations. Our model depends on many underlying parameters
and as we have seen many different models give about the same results for
the prediction problem. For us finding a reasonable model should not be
thought of as a model selection problem where one is trying to find a “best”
model. To use this approach one needs to have enough prior information so
that one has the basic scale of the problem correct. If in addition one wants
the model to yield good predictions over time then some prior information or
beliefs about how future observations are related to the past is also needed.

In the first example we considered a “steady state” type of problem where
random shocks are assumed to happen over time but no attempt is made to
model how they occur. However because of the computational simplicity of
the model it is easy to find the posterior probability that a random shock
has occurred at any stage. The next two examples where selected so that
our approach could be compared to other methods. In Rao (1987) and the
related discussion there was some unhappiness about the performance of
growth curves in explaining the data. As was noted before part of the trouble
is that what happens at the later stages does not depend very strongly on

what happens at the earlier stages. So using models which tie the stages
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together leds to some inflexibility which hampers prediction. Since we were
interested in prediction we extracted some “prior” information from the data
that allowed us to relate the first two stages to the last one, the one we wished
to predict. Without building such relationships into the model prediction
seems impossible to us. Hopefully the information used from the data is of
the type that could realistically be assumed to exist in practice and this will
not be seen as just a data mining expedition. In the housing example the
type of prior information used is readily available and the modeling done
here seems to us tp be as “objective” as that used in other approaches.

We have just concentrated on problems where one needed to find p(6;|y,)
and p(yiy1]y,). However it is easy to find p(6; 1, 60;|y,) and p(yis1, Yer2|y;)
and similar quantities. We have restricted attention to problems where the
Y,’s and 6,’s are real valued. This is not necessary and vector valued prob-
lems can be handled formally in exactly the same way. For such problems
selecting appropriate weight functions used in the mixture of the 7;’s can be
more difficult. We believe that the examples considered above have demon-
strated that these models should prove useful in a variety of situations. One
advantaged they have over more traditional time series methods is that they

can be applied in problems with only a few observations.
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Table 1: The average probability, based on 500 repetitions, that the param-
eter exceeds .3 for the odd numbered stages for the Beta-Binomial example

for the two different cases.

Stage
1 3 5 7 9 1

case 1 .16 .19 .34 .49 .72 .83
case 2 .16 .25 .35 49 .62 .79
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Table 2: Weights of 13 male mice measured at successive intervals of 3 days

over 21 days from birth to weaning (Williams and Izenman (1981)).

Day Day Day Day Day Day Day
3 6 9 12 15 18 21

—_

0.190 0.388 0.621 0.823 1.078 1.132 1.191
0.218 0.393 0.568 0.729 0.839 0.852 1.004
0.211 0.394 0.549 0.700 0.783 0.870 0.925
0.209 0.419 0.645 0.850 1.001 1.026 1.069
0.193 0.362 0.520 0.530 0.641 0.640 0.751
0.201 0.361 0.502 0.530 0.657 0.762 0.888
0.202 0.370 0.498 0.650 0.795 0.858 0.910
0.190 0.350 0.510 0.666 0.819 0.879 0.929
0.219 0.399 0.578 0.699 0.709 0.822 0.953
0.225 0.400 0.545 0.690 0.796 0.825 0.836

© o0 =~ O Ot = W N

N
_ O

0.224 0.381 0.577 0.756 0.869 0.929 0.999
0.187 0.329 0.441 0.525 0.589 0.621 0.796
0.278 0471 0.606 0.770 0.888 1.001 1.105

— =
w N
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Table 3: The SSE or sum of the squared error of predictions at the last stage
for the 13 mice with the bench mark model with three different choices of v,

and v, defining the cut points of the two stages.

Value of v,
.01 .03 .05 .07

vy =-—.01 .025 .021 .024 .033
v = .01 024 .021 .024 .034

v = .03 025 .021 .024 .035
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Table 4: The SSE or sum of the squared error of predictions at the last
stage for the 13 mice with the bench mark model with three different sets of

possible v, values under the uniform prior and three different assumed values

for vo — 1.
Set of Possible 7, —~; SSE
~v1 Values

.01 .022

(-.01,.01,.03) .03  .022
.05 .028

.01 .021

(.01,.04,.07) .03 .028
.05 .040

01 .030

(-.05-.02,01) .03  .023
.05 .021
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Housing Starts with Two Predictors
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Figure 1: For the US monthly housing starts data for 1966 through 1969, the
solid line is the original data, the equal sized dashed line is the 35 predicted
values based on the SARIMA model g)gd the unequal sized dashed line is the

36 predicted values for the model with o? = 72 = 81.



